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Abstract

Causal validation of training data attribution (TDA) methods is costly, since evalu-
ation involves retraining a model on many different subsets of the original training
set. For example, the Linear Datamodeling Score (LDS), which has become a
standard metric for evaluating TDA methods, measures the correlation between
TDA predictions and expected retrained model outputs. In this paper, we reduce the
amount of computation needed to estimate the LDS along three axes: the number of
sampled training subsets, the number of retraining seeds per subset, and the number
of models in the attribution ensemble. Each of these factors induces a form of bias
in the LDS estimation, and removing these sources of bias significantly reduces the
number of retrainings needed to match the same accuracy in LDS estimation. On
ResNet-9/CIFAR-10, finite-subset debiasing achieves 3.2% relative RMSE with as
few as 4 subsets, and 32 subsets match the accuracy of ordinary Spearman using
96 subsets, measured against a 300-subset reference. On ResNet-9/CIFAR-10,
BERT/QNLI and GPT-2/WikiText-2, estimating the training-noise variance allows
us to reproduce the standard five-seed LDS at the same accuracy with 2–5× fewer
retrainings.

1 Introduction

Training Data Attribution (TDA) methods [Koh and Liang, 2017, Pruthi et al., 2020, Grosse et al.,
2023, Park et al., 2023, Bae et al., 2024] aim to approximate the causal effect of training data on
model behaviour after training. A widely used metric for evaluating the accuracy of their causal
predictions is the Linear Datamodeling Score (LDS), which was first introduced by Park et al. [2023,
Definition 2.3] in the context of TDA and builds on the datamodel framework of Ilyas et al. [2022].
LDS measures the correlation, across training subsets, between TDA predictions and the expected
outputs of models retrained on those subsets, where the expectation is over training randomness.
As such, computing LDS is computationally expensive, since each sample used to estimate the
correlation requires multiple full model retrainings, one for every random training seed. This limits
evaluation to small scales. LDS has nevertheless become a standard evaluation practice for TDA,
and has been adapted even beyond the supervised learning setting in which it was first introduced
[Georgiev et al., 2023, Bae et al., 2024, Deng et al., 2024b, Quirke et al., 2026].

In order to reduce the computational cost of evaluating LDS, we analyze the key sources of error in
the LDS estimates and give recipes for reducing each error source at a given level of computation. The
first source of error is randomness in the training procedure itself (e.g. from parameter initialization
and batch ordering), which results in noise in the ground truth targets themselves. One typically
mitigates this noise by averaging over multiple random seeds, but this is expensive as it must be done
for each data subset. To cheaply reduce this error source, we use multiple random seeds to estimate
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Figure 1: Three ways to reduce LDS evaluation cost on CIFAR-10/ResNet-9. (a) Correcting for
the training variance converges quicker to a Spearman reference computed from held-out retraining
seeds, while naive seed averaging plateaus (EK-FAC). (b) The circled small attribution ensembles
predict the LDS of larger ensembles (dashed lines). (c) Correcting finite-subset Spearman bias
reduces RMSE against the 300-subset reference (TRAK).

the label noise, and then correct for it when estimating LDS. Empirically, this allows us to estimate
the noise-free LDS values reasonably accurately with as few as 2 random seeds per subset (Fig. 1a).

A second source of error is the randomness in the TDA method itself (e.g., due to the choice of
checkpoint at which to evaluate the TDA criterion). It has been observed that ensembling TDA
methods reduces this randomness and improves their performance [Deng et al., 2024a, Bae et al.,
2024, Park et al., 2023], but evaluating ensembles can be expensive. By estimating the attribution
noise-to-signal ratio and its effect under averaging, we can predict the LDS of large TDA ensembles
from as few as two members (Fig. 1b).

Finally, a third source of error comes from estimating the correlation from a finite number of subsets.
We observe that a significant part of the LDS error is caused by a shared bias across different
collections of training subsets. Correcting this bias substantially reduces the retraining budget needed
for accurate evaluation (Fig. 1c).

As a side observation which our analysis depends on but which may be of independent interest, we
also observe that the paired TDA predictions and the retrained model outputs are well approximated
by a jointly Gaussian distribution. This allows us to convert the corrected Pearson correlation to
Spearman correlation, the latter being the standard correlation measure used to compute LDS [Park
et al., 2023, Definition 2.1].

Our code and precomputed retraining banks are publicly available2.

2 Setup: Linear Datamodeling Score

The Linear Datamodeling Score (LDS) measures the correlation, across training subsets S ⊂ D,
between TDA predictions Gq(S) and expected retrained model outputs Fq(S). Here q denotes a
query test point, and the expectation is over training randomness.

We sample S1, . . . , SM independently from πS := Unif{S ⊂ D : |S| = α|D|}, and let π̂S denote
their empirical distribution, which assigns weight 1/M to each sampled subset.
Definition 1 (Linear Datamodeling Score). The empirical LDS is the Spearman correlation between
the TDA predictions and expected retrained model outputs, averaged over the Q queries:

ρ̂sM :=
1

Q

Q∑
q=1

ρ̂sM (q), ρ̂sM (q) := CorrS∼π̂S (rankM (Gq(S)), rankM (Fq(S))) , (1)

2Code: https://github.com/simonvary/corrected-lds.
Retraining banks: https://huggingface.co/datasets/corrected-lds/data.
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where rankM denotes ranks among the M sampled subsets.

The corresponding population LDS is

ρs :=
1

Q

Q∑
q=1

ρs(q), ρs(q) := CorrS∼πS

(
HG

q (Gq(S)),H
F
q (Fq(S))

)
, (2)

where HG
q and HF

q are the cumulative distribution functions of Gq(S) and Fq(S), respectively.

While the standard LDS uses Spearman correlation [Park et al., 2023], we derive the noise corrections
using Pearson correlation, whose covariance form makes the contribution of the training noise explicit,
and later we convert the estimates to Spearman LDS under a joint Gaussian assumption. We define
Pearson LDS as

ρp :=
1

Q

Q∑
q=1

ρp(q), ρp(q) := CorrS∼πS(Gq(S), Fq(S)), (3)

and the empirical counterpart ρ̂pM is defined by replacing πS with π̂S.

2.1 Statistical Error in LDS Estimation

Stochastic Training Noise. Retraining on the same subset can produce different model outputs
because of training randomness. Instead of observing the expected output Fq(S), we observe fq(S, ξ):

fq(S, ξ) = Fq(S) + εq(S, ξ), with Fq(S) := Eξ[fq(S, ξ)|S] and E[εq(S, ξ)|S] = 0, (4)

where εq(S, ξ) is the noise arising from the training randomness ξ, e.g., data ordering or random
initialization. Note, that a single training run is shared by all queries, so the noises εq are correlated
across q. It is common practice to use f̄R,q(S) = Fq(S) +

1
R

∑R
r=1 εq(S, ξr) as a proxy for Fq(S),

with, for example, R = 5 [Park et al., 2023, Appendix C.4] or higher [Bae et al., 2024, Appendix B.2].

Attribution Method Noise. The attribution predictions are also stochastic. The computed scores
gq(S, ζ) depend on the TDA method’s own randomness ζ (e.g. randomness of the trained model,
random projections in TRAK [Park et al., 2023], MC sampling in EK-FAC [Grosse et al., 2023]).
Namely we have

gq(S, ζ) = Gq(S)+γq(S, ζ), with Eζ [gq(S, ζ)|S] = Gq(S) and E[γq(S, ζ)|S] = 0, (5)

where ζ is the randomness of the attribution method resulting in the TDA noise γq(S, ζ). As a result,
it is a common practice to compute E independently random instances of the same TDA method and
average their attribution scores ḡE,q(S) = Gq(S) +

1
E

∑E
e=1 γq(S, ζe) to reduce the effect of the

noise.

Finite-Subset Error. In practice, using a finite number M of subsets introduces an error between
ρ̂sM and ρs. To control the error, naive LDS estimation requires a large M . When combining all
finite-sample effects, we end up with the following estimate

ρ̂sR,E,M (q) = CorrS∼π̂S(rankM (f̄R,q(S)), rankM (ḡE,q(S))).

3 Improved LDS Estimation

We first estimate LDS against expected retrained outputs while holding a finite attribution ensemble
fixed. We then consider two related targets: the LDS of a conventional finite-seed evaluation and the
training-noise-free LDS of a larger attribution ensemble. Finally, we address the bias from estimating
Spearman correlation using finitely many subsets.

3.1 Correcting for the Variance of the Training and the Attribution Noise

We show how estimating the variances of training and attribution noise can reduce the cost of LDS
evaluation.

In the following we assume the randomness of the training and the TDA method are independent.
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Assumption 1 (Independent Training Seeds). For each subset S, the R retraining seeds ξ1, . . . , ξR
are i.i.d. and are further independent of the E i.i.d. ensemble seeds ζ1, . . . , ζE .

In practice, it is always possible to design such an experiment by using different random seeds for the
training and the TDA method and thus this assumption is not restrictive.

Correcting training noise. For a single query, we omit the index q to ease the notation and consider
Pearson LDS computed from M subsets, R training seeds per subset, and a TDA ensemble with E
members:

ρ̂pR,E,M =
CovS∼π̂S(f̄R(S), ḡE(S))√

VarS∼π̂S(f̄R(S))VarS∼π̂S(ḡE(S))
. (6)

Later, in equation (11), we give the formula that converts the population Pearson LDS to Spearman
LDS under Gaussianity assumption.

To isolate the effect of training noise, fix the attribution ensemble ḡE , and consider the population
correlation over the training subsets S ∼ πS and retraining randomness. Under Assumption 1, the
zero-mean training noise leaves the covariance unchanged, while averaging independent retraining
seeds reduces its variance:

CovS,ξ1:R(ḡE , f̄R) = CovS(ḡE , F ), VarS,ξ1:R(f̄R) = σ2
F +

σ2
ε

R
,

where σ2
F = VarS(F ) and σ2

ε = VarS,ξ(ε). Writing λ = σ2
ε/σ

2
F for the training-noise to signal

ratio, we obtain

ρpR,E := CorrS,ξ1:R(ḡE(S), f̄R(S)) =
ρpE√

1 + λ/R
, (7)

where ρpE = CorrS(ḡE(S), F (S)) is the population LDS without retraining noise, for the same
attribution ensemble. Equation (7) shows that training noise attenuates the population Pearson LDS
towards zero by a factor of (1 + λ/R)−1/2. The empirical score ρ̂pR,E,M estimates this attenuated
correlation, so increasing M alone cannot remove the bias.

Independent retrainings allow us to estimate the noise variance and subtract its contribution to the
observed readout variance. Algorithm 1 computes the sample variance across retraining seeds for
each subset, then averages these variances to obtain σ̂2

ε . The estimated signal variance is therefore
σ̂2
F = V̂arM (f̄R)− σ̂2

ε/R. This applies the classical correction for attenuation [Spearman, 1904] to
the retraining outputs, with the attribution predictor held fixed.

At a fixed budget of the number of retrains N = MR, naive averaging with more seeds, i.e., larger R,
reduces the training noise bias, but leaves fewer subsets for estimating the correlation. The following
proposition quantifies this trade-off.
Proposition 1 (RMSE of naive seed averaging). Fix the attribution ensemble ḡE . Suppose Assump-
tion 1 holds, the observations are i.i.d. across subsets, ḡE , F, ε have finite fourth moments, and
VarS(ḡE),VarS(F ) > 0.3 Then the sample Pearson correlation ρ̂pR,E,M of (ḡE(Sm), f̄R(Sm))Mm=1

satisfies

E
[
(ρ̂pR,E,M − ρpE)

2
]1/2

= O

(√
R

N
+

λ

R

)
,

with a constant that is independent of M ≥ 2 and R ≥ 1. For fixed λ > 0, allocating R ≍ λ2/3N1/3

gives RMSE O(λ1/3N−1/3) as N → ∞.

Balancing the sampling and the noise attenuation terms in Proposition 1 gives the O(N−1/3) bound
for naive averaging; the proof is given in Section A.1. However, the variance correction in Algorithm 1
achieves the following O(N−1/2) bound with a fixed number of seeds R ≥ 2.
Proposition 2 (RMSE of training-noise correction). Let ρ̂p,corrR,E,M denote the estimate returned by
Algorithm 1 with the fixed attribution predictor ḡE . Under the assumptions of Proposition 1, for any
fixed number of seeds R ≥ 2,

E
[
(ρ̂p,corrR,E,M − ρpE)

2
]1/2

= O(N−1/2) as N = MR → ∞, (8)

where the constant can depend on R.

3See Section A for the full assumptions, estimator definitions, and finite-sample bounds.
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Algorithm 1 R-seed noise-corrected LDS
Require: ḡE ; subsets S1, . . . , SM ; M,R ≥ 2

for m = 1 to M do
for r = 1 to R do

fm,r ← f(Sm, ξm,r)
end for
f̄m ← 1

R

∑
r fm,r

s2m ← 1
R−1

∑
r(fm,r − f̄m)2

end for
σ̂2
ε ← 1

M

∑
m s2m

σ̂2
f ← V̂arM (f̄m)

σ̂2
F ← σ̂2

f − σ̂2
ε/R

σ̂2
g ← V̂arM (ḡE(Sm))

Ĉ ← ĈovM (f̄m, ḡE(Sm))
if σ̂2

F ≤ 0 or σ̂2
g ≤ 0 then

return 0
end if
return clip[−1,1]

(
Ĉ/(σ̂g σ̂F )

)

The proof is given in Section A.2. Although these
bounds apply to Pearson LDS, in (11) we provide an
additional assumption needed to convert it to Spearman
LDS.

Reconstructing finite-seed LDS from fewer seeds.
To compare with existing evaluations, we may wish
to reproduce the LDS targeted by a naive R-seed av-
eraging protocol, which includes the attenuation from
the training noise. By estimating the noise-free Pear-
son LDS and the noise-to-signal ratio λ from as few
as k ≥ 2 seeds per subset, we can then reconstruct the
finite-seed target ρpR,E as

ρ̂ p,rec
R,E,M =

ρ̂p,corrk,E,M√
1 + λ̂/R

. (9)

For k < R, this uses fewer retrainings than directly
averaging R seeds per subset. Estimator details are
given in Section C.1.

Predicting LDS of TDA ensembles. Attribution ensembling has the same 1/E noise-variance
scaling. This motivates a forecast analogous to (7), with (R, λ) replaced by (E, c), where c =
Eζ [VarS(γ(S, ζ))]/VarS(G) is the attribution noise-to-signal ratio4. Using R retraining seeds on
M subsets, we can forecast the training-noise-free LDS of an E-member ensemble from K ≤ E
observed attribution members as

ρ̂ p,pred
R,E,M := ρ̂p,corrR,K,M

√
1 + ĉ/K

1 + ĉ/E
, E ≥ K ≥ 2. (10)

Here ρ̂p,corrR,K,M is the training-noise-corrected Pearson LDS of the observed K-member ensemble. We
estimate c from the variance across subsets of differences between independent attribution members;
see Section C.2. Thus, a small attribution ensemble can forecast the LDS of larger ensembles, as
tested in Figs. 1b and 2.

Converting Pearson LDS to Spearman LDS. To express the corrections above in terms of
Spearman LDS, we use a Gaussian assumption.
Assumption 2 (Gaussian signal pair). The pair (G(S), F (S)) is jointly Gaussian under S ∼ πS.

Under Assumption 2, the population Spearman and Pearson correlations satisfy

ρs(q) =
6

π
arcsin(ρp(q)/2). (11)

For finite-R or finite-E targets, the assumption requires joint Gaussianity of the corresponding
averaged prediction-readout pair. We assess the accuracy of the conversion in Fig. 3 and examine the
validity of the Gaussian assumption in Fig. 5 in the appendices.

Numerical tests. Figure 2 tests the corrections on ResNet-9/CIFAR-10, BERT/QNLI and GPT-
2/WikiText-2, using TRAK, EK-FAC [Grosse et al., 2023], SOURCE [Bae et al., 2024] and TracIn
[Pruthi et al., 2020]. Taking the median over queries on the full banks gives estimated retraining
noise-to-signal ratios of 3.43, 0.19 and 0.37 for CIFAR-10, QNLI and WikiText-2, respectively. We
specify the experimental setup in Section D.

4This is the analogue to the previously defined λ, but here on the attribution arm.
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Figure 2: Noise correction reduces the cost of LDS evaluation. Rows: CIFAR-10/ResNet-9,
QNLI/BERT, WikiText-2/GPT-2. (a, d, g) Naive and corrected Pearson LDS versus seeds per subset
R, with predicted attenuation. (b, e, h) Reconstructing the five-seed Spearman target ρ5 from two
seeds matches naive averaging with 2.1–5.0× fewer retrainings. (c, f, i) Measured noise-corrected
Spearman LDS and predictions from the circled small ensembles. The first two columns use E = 1
and disjoint retraining seeds for estimation and reference.
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The first column of Fig. 2(a, d, g) compares naive and
corrected Pearson LDS across seeds per subset R. The
naive estimates obtained by averaging R seeds follow
attenuation curves computed from the corrected Pearson
LDS and noise-to-signal ratio estimated using held-out
retraining seeds. On CIFAR-10, which has the largest
noise-to-signal ratio, the two-seed correction substantially
reduces the bias that remains even with naive R = 20
averaging. Figures 6 and 7 further illustrate the effect
of correcting training noise when targeting the noise-free
LDS, showing RMSE across repeated subsampling draws
and estimates from a single draw, respectively.

The second column of Fig. 2(b, e, h) plots RMSE against
total retrainings, using a reference for the five-seed Spear-
man target ρ5 computed from held-out retraining seeds.
Reconstructing this target from k = 2 seeds per subset, us-
ing the Pearson–Spearman conversion, matches naive five-
seed averaging with 2–5× fewer retrainings (2.2–3.3× on
WikiText-2). Thus, even the biased finite-seed LDS can
be estimated more efficiently via (9).

The third column of Fig. 2(c, f, i) shows that small ensem-
bles can accurately predict the LDS of larger ensembles
using the prediction formula in (10).5 Apart from TRAK-
1, forecasts from just K = 2 members are within 0.008 of
measured noise-corrected Spearman LDS on CIFAR-10 and QNLI, and within 0.005 on WikiText-2
over the plotted ensemble sizes. TRAK-1 is the main exception with the forecasts underestimating

5For TRAK-k, each member uses k models for featurization [Park et al., 2023], so E members use kE models.
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the measured LDS by 0.065 on CIFAR-10 (K = 5, E = 100) and 0.014 on WikiText-2 (K = 2,
E = 50). We suspect that TRAK-1 attribution scores have higher variance and therefore require
more members to estimate the noise-to-signal ratio c reliably.

Figure 3 compares Pearson and Spearman LDS across 220 settings, varying the dataset, attribution
method, E and R. Their difference reaches about 0.02 in panel (a), while residuals from the exact
finite-M Gaussian expectation in panel (b) remain below 0.006, with the largest departures on
WikiText-2. This supports the conversion as an approximation in the tested settings and we give tests
of Gaussianity in Fig. 5 in the appendix.

3.2 Finite-Subset Bias
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Figure 4: Bias (squared) and variance
of estimating TRAK LDS on CIFAR-10
using sample Spearman ρ̂s and the un-
biased estimator ρ̂s,unb. Using the unbi-
ased estimator removes the large bias in
estimating LDS.

We now address the bias from estimating Spearman corre-
lation using finitely many subsets. This bias is particularly
relevant when LDS is averaged over many queries, be-
cause, while the effect of averaging can reduce sampling
variance, the systematic bias persists. In our experiments,
bias dominates the estimation error (Figures 4 and 8). This
motivates using an unbiased U -statistic estimator [Hoeffd-
ing, 1948], despite its potential variance cost.

Let τ̂M denote Kendall’s sample tau-a, averaged over the
same queries as ρ̂sM . For M ≥ 3 i.i.d. observations with
continuous marginals (and hence no ties),

ρ̂s,unbM :=
(M + 1)ρ̂sM − 3τ̂M

M − 2
(12)

is an unbiased estimator of ρs, i.e. E
[
ρ̂s,unbM

]
= ρs [Ho-

effding, 1948, §9]. The definition of τ̂M and the proof are
given in Section B.

In Fig. 1c, subsets are sampled without replacement from
a precomputed retraining bank containing model readouts
for 300 training subsets, with 40 retraining seeds per sub-
set. We use the finite-population adjustment in (18) to
target the Spearman LDS computed on all 300 subsets.
Figure 4 shows how bias is the dominant term in estimat-
ing the Spearman correlation for the CIFAR-10 dataset,
and how using (12) removes this bias. We test this debiasing for three different TDA methods, namely
TRAK, EK-FAC, and SOURCE, on CIFAR-10 and MNIST datasets, where for all instances the
model is trained from scratch. The result in Figure 9 shows similar gains in reducing the estimation
error. Averaging over queries reduces variance, making finite-subset bias the dominant source of
error in these experiments. This is demonstrated in Figure 8 in the appendix.

4 Discussion

Our results show that LDS evaluation can be made substantially cheaper by correcting for training
noise and finite-subset bias, and by predicting ensemble performance from a few attribution models.
The gains depend on the noise level and on whether the target is a biased finite LDS or the score
without training noise.
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A Proofs of the estimation error bounds

Sampling and estimator conventions. We analyse one query and a fixed attribution predictor
G, with target ρp = CorrS∼πS(G(S), F (S)), but the same results apply mutatis mutandis also to a
finite attribution ensemble ḡE , provided Assumption 1 holds, i.e., the ensemble is independent of the
evaluation subsets and retrainings.

The observations for each subset (Sm, fm,1, . . . , fm,R), m = 1, . . . ,M , are i.i.d., with Sm ∼ πS.
Conditional on each subset, the R readouts are i.i.d. with mean F (S) and residual ε as in (4). Write
σ2
G = VarS(G) > 0, σ2

F = VarS(F ) > 0, σ2
ε = E[ε2], λ = σ2

ε/σ
2
F , and N = MR. Assume finite

fourth moments, and define

κ := max

{
E[(G− EG)4]

σ4
G

,
E[(F − EF )4]

σ4
F

,
E[ε4]
σ4
ε

}
< ∞,

where we define the last ratio as zero when σ2
ε = 0.

We set the sample correlation to zero whenever either sample variance vanishes.

A.1 Proof of Proposition 1

Proof. Centre and standardise the variables as

X =
G− EG

σG
, Z =

F − EF
σF

, ηr =
ε(S, ξr)

σF
, YR = Z + η̄R, η̄R =

1

R

R∑
r=1

ηr.

Then Var(X) = Var(Z) = 1, E[η2r ] = λ, and Cov(X,YR) = ρp. Conditional independence and
zero conditional means give

E[η̄4R] =
E[η41 ]
R3

+
3(R− 1)

R3
E
[
E[η21 | S]2

]
≤ 3κλ2

R2
.

Writing t = λ/R, it follows that Var(YR) = 1 + t and

E[Y 4
R] ≤ 8E[Z4] + 8E[η̄4R] ≤ 24κ(1 + t)2.

Thus X and VR = YR/
√
1 + t both have unit variance and fourth moments at most 24κ, uniformly

in R.

For M i.i.d. copies of centred variables U, V with covariance c, the sample covariance ĉ satisfies

E[(ĉ− c)2] =
E[U2V 2]− c2

M
+

Var(U)Var(V ) + c2

M(M − 1)
≤

3
√
E[U4]E[V 4]

M
. (13)

Setting U = V gives E[(V̂arM (U) − Var(U))2] ≤ 3E[U4]/M for the mean squared error of the
sample variance. Applying these bounds to (X,VR) shows that the sum of the mean squared errors
of its two sample variances and sample covariance is at most C0κ/M , for a universal constant C0.

On the event that both sample variances are at least 1/2, the correlation error is bounded by a universal
constant times the sum of these three moment errors. To see this, use the Lipschitz continuity of
(a, b) 7→ (ab)−1/2 on a, b ≥ 1/2 and split off the covariance error. By Chebyshev’s inequality, the
complementary event has probability at most C1κ/M ; there the error is at most 2, including the
specified zero convention. Hence

E[(ρ̂pR,M − ρpR)
2]1/2 ≤ C

√
κ/M.

The triangle inequality in L2, (7), and 1− (1 + x)−1/2 ≤ x/2 for x ≥ 0 therefore give

E
[
(ρ̂pR,M − ρp)2

]1/2 ≤ C
√
κ

√
R

N
+

|ρp|λ
2R

, (14)

where C is universal and N = MR. For fixed κ and λ > 0, taking R ≍ λ2/3N1/3 gives RMSE
O(λ1/3N−1/3), as stated in the proposition.
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A.2 Proof of Proposition 2

Proof. Use the normalised variables X,YR, ηr and t = λ/R from the preceding proof. Let

â = V̂arM (X), ĉ = ĈovM (X,YR), ŵ =
1

M

M∑
m=1

s2η,m, d̂ = V̂arM (YR)− ŵ/R,

where s2η,m is the within subset sample variance of the R noise replicates,

s2η,m :=
1

R− 1

R∑
r=1

(ηm,r − η̄m)2, η̄m :=
1

R

R∑
r=1

ηm,r,

with ηm,r = ε(Sm, ξm,r)/σF . The normalised readouts fm,r/σF have the same within subset sample
variance, since their shared signal cancels. Thus E[â] = E[d̂] = 1, E[ĉ] = ρp, and E[ŵ] = λ.

Expanding the centred sum of squares gives s2η,m = (R − 1)−1(
∑

r η
2
m,r − Rη̄2m) ≤ (R −

1)−1
∑

r η
2
m,r. By Cauchy–Schwarz, (

∑
r η

2
m,r)

2 ≤ R
∑

r η
4
m,r. Thus, for R ≥ 2, the second

moment of the sample variance satisfies E[(s2η,m)2] ≤ (R/(R− 1))2E[η41 ] ≤ 4κλ2. Independence
across subsets therefore implies

E[(ŵ/R− t)2] ≤ 4κt2

M
.

Combining this with the sample-moment bound in (13), including its U = V case, yields

E[(â− 1)2] + E[(ĉ− ρp)2] + E[(d̂− 1)2] ≤ C2κ(1 + t)2

M
.

This step uses the inequality (u− v)2 ≤ 2u2 + 2v2 and does not require independence between ŵ
and the across-subset sample variance.

On {â ≥ 1/2, d̂ ≥ 1/2}, the same ratio bound as above controls the error of ĉ/
√

âd̂. Projection onto
[−1, 1] cannot increase its distance to ρp. On the complementary event, the returned estimate is still
in [−1, 1], so its squared error is at most 4. Chebyshev’s inequality consequently gives

E
[
(ρ̂p,corrR,M − ρp)2

]1/2 ≤ C
√
κ

(
1 +

λ

R

)√
R

N
, (15)

where we substituted t = λ/R and M = N/R. For fixed R ≥ 2 and a fixed data-generating
distribution, this is O(N−1/2), proving (8).

B Derivation of the finite-subset Spearman correction

In this section we provide a derivation of the classical unbiased Spearman estimator [Hoeffding,
1948] used in Section 3.2. We then adapt it to the finite retraining-bank reference used in Fig. 1c.

Fix a query, and let (X,Y ) denote the attribution prediction and model readout for a randomly drawn
training subset. Consider m ≥ 3 independent observations from this joint distribution. We assume
X,Y have continuous marginals, so that ties occur with probability zero. Writing FX and FY for the
marginal distribution functions, the population Spearman and Kendall correlations are

ρs = 12E [FX(X)FY (Y )]− 3 and τ = E [sign(X1 −X2) sign(Y1 − Y2)] ,

where the two pairs are independent copies of (X,Y ).

When given m i.i.d. observations {Xi, Yi}mi=1, let Ri := 1 +
∑

j ̸=i 1(Xj < Xi) denote the rank of
Xi (smallest first), and similarly Si := 1 +

∑
j ̸=i 1(Yj < Yi).

Finite-sample bias. The finite-sample Spearman and Kendall coefficients are given by

ρ̂s =
12

m(m2 − 1)

m∑
i=1

RiSi −
3(m+ 1)

m− 1
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and
τ̂ =

1(
m
2

) ∑
j<i

sign(Xi −Xj) sign(Yi − Yj)

respectively. To compute the expectation of sample Spearman, we expand RiSi. The constant and
single-indicator terms contribute m in expectation. Among the remaining terms, m − 1 compare
both coordinates against the same observation, while (m− 1)(m− 2) use two distinct comparison
observations:

E [RiSi] = m+ (m− 1)P [X1 > X2, Y1 > Y2] + (m− 1)(m− 2)E [FX(X1)FY (Y1)]

= m+ (m− 1) · τ + 1

4
+ (m− 1)(m− 2) · ρ

s + 3

12
,

where the same observation terms have probability (1 + τ)/4. For distinct comparison observations,
conditioning on (Xi, Yi) gives the product FX(Xi)FY (Yi), whose expectation is (ρs + 3)/12.

By plugging this back into the equation for ρ̂s, we obtain

E [ρ̂s] =
(m− 2)ρs + 3τ

m+ 1
. (16)

This implies that the finite-sample ρ̂s has a bias of 3(τ − ρs)/(m+ 1).

An unbiased estimator. Each pairwise term in sample Kendall’s tau has expectation τ , so E [τ̂ ] = τ .
Consequently, the estimator

ρ̂s,unb :=
(m+ 1)ρ̂s − 3τ̂

m− 2
(17)

is unbiased for m ≥ 3, i.e. E [ρ̂s,unb] = ρs. This is the estimator in (12). By linearity of expectation,
averaging the corrected estimates over queries gives an unbiased estimate of the query-averaged
population Spearman correlation.

Adjustment for a finite retraining bank. For Fig. 1c, we sample m prediction/readout pairs
uniformly without replacement from a fixed collection of P = 300 pairs, each corresponding to a
training subset. There are no ties in either marginal for any query. The target is the ordinary Spearman
correlation ρ̂sP computed on all P pairs. The corresponding correction is

ρ̂ s,bank
m,P :=

(P − 2)ρ̂s,unbm + 3τ̂m
P + 1

, 3 ≤ m ≤ P. (18)

Here, expectations are taken over the subsample draw, conditional on the fixed bank. Since ρ̂s,unbm
and τ̂m are U-statistics of orders three and two, uniform sampling without replacement gives
E [ρ̂s,unbm ] = ρ̂s,unbP and E [τ̂m] = τ̂P . Substituting the statistics computed on all P pairs into

(18) gives E
[
ρ̂ s,bank
m,P

]
= ρ̂sP . The same identities hold after averaging over queries.

C Estimator details

C.1 Reconstructing a finite-seed LDS

Let f̄k average k ≥ 2 retrainings per subset, and estimate σ̂2
ε as in Algorithm 1. The observed

readout variance contains σ2
ε/k of training noise, whereas the target R-seed protocol contains σ2

ε/R.
Subtracting their estimated difference gives

ρ̂ p,rec
R =

ĈovM (G, f̄k)√
V̂arM (G)

(
V̂arM (f̄k)− (1/k − 1/R)σ̂2

ε

) .
When the estimated signal and predictor variances are positive, this is (9) with λ̂ = σ̂2

ε/σ̂
2
F , before

variance safeguards and final clipping. At R = k it reduces to the ordinary sample Pearson correlation.
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C.2 Attribution-ensemble correction

Let g(S, ζ) = G(S) + γ(S, ζ), with Eζ [γ(S, ζ) | S] = 0, and let the attribution members be i.i.d.
and independent of the evaluation subsets and retrainings. Define the noise variance across subsets
and its signal ratio by

σ2
γ := Eζ [VarS∼πS(γ(S, ζ))], c :=

σ2
γ

VarS(G)
.

The variance across subsets removes member-specific offsets, which do not affect LDS. Independence
of members gives the moment identities

Eζ1:E [VarS(ḡE)] = VarS(G) +
σ2
γ

E
, Eζ1:E [CovS(ḡE , F )] = CovS(G,F ).

The ratio formed from these expected moments is therefore

ρ̃ p
E =

CorrS(G,F )√
1 + c/E

.

Comparing ensemble sizes K and E gives the main-text forecast. This approximates the correlation
of a realised ensemble: increasing the number of subsets alone does not remove uncertainty from the
shared ensemble members.

For K ≥ 2 observed members, paired differences cancel the shared signal and yield

σ̂2
γ :=

(
K

2

)−1∑
i<j

V̂arM (g(S, ζi)− g(S, ζj))

2
, σ̂2

G := V̂arM (ḡK)− σ̂2
γ/K.

When σ̂2
G > 0, we use ĉ = σ̂2

γ/σ̂
2
G in the forecast.

C.3 Combining noise and finite-subset corrections

For Fig. 1a, the ensemble experiments and Figs. 6 and 7, let ŝU be the query average of (12) applied
to the observed prediction/readout pairs, and let p̂corr and p̂obs be the corresponding query-averaged
corrected and ordinary Pearson correlations. With h(p) = 6

π arcsin(p/2) and Π denoting projection
onto [−1, 1], the combined estimator is

ρ̂ s,comb = h

(
Π

[
p̂corr
p̂obs

h−1(Π[ŝU ])

])
. (19)

In the experiments, the corrected readout variance is floored at V̂arM (f̄R)/4. This safeguard is not
part of Proposition 2 and can retain attenuation when λ/R > 3. The ratio factor is set to 1 when
|p̂obs| ≤ 10−12. Averaging over queries precedes the transformations; the nonlinear combination is
not guaranteed to be unbiased.

D Experimental Details

D.1 Model training and retraining banks.

We use precomputed retraining banks summarised below, which we release publicly alongside the
code that produces them. Each correlation is computed per query before averaging over queries.

Dataset / model Subsets Seeds per subset Queries

CIFAR-10 / ResNet-9 300 40 2,000
QNLI / BERT 200 10 2,000
WikiText-2 / GPT-2 100 10 481
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CIFAR-10/ResNet-9. We follow the training setup of Park et al. [2023], using ResNet-9 and the
full CIFAR-10 training set. Each retraining subset contains 25,000 images (α = 0.5). Models are
trained from scratch for 24 epochs using SGD with momentum 0.9, batch size 512, and weight
decay 5 × 10−4. The learning rate increases linearly from zero to 0.5 over the first five epochs,
then decreases linearly to zero. Training uses random horizontal flips, translations, and cutout
augmentation. Each subset–replica pair uses an independent training seed. For each query image, the
readout is the correct-class log-odds margin.

QNLI/BERT. Following Park et al. [2023], we restrict the QNLI training pool to 50,000 examples
and fine-tune pretrained bert-base-cased on subsets of 25,000 examples (α = 0.5). We remove
the pooler’s tanh activation and fine-tune for 20 epochs using SGD with batch size 8. The learning
rate starts at 10−3 and decreases linearly to zero without warmup. Each subset–replica pair uses an
independent training seed. For each query example, the readout is the correct-class log-odds margin.

WikiText-2/GPT-2 small. We follow the setup of Bae et al. [2024], as implemented in Bergson
[Quirke et al., 2026]. Each retraining subset contains a random half of the 4,656 training chunks
(α = 0.5). For each subset and seed, we fine-tune GPT-2 small (124M parameters) from the base
checkpoint using AdamW with a constant learning rate of 3 × 10−5, batch size 8, weight decay
0.01, and three epochs in fp32. Dropout is enabled during training and disabled during evaluation.
Each query is one of the 481 validation documents, and its readout is the negative cross-entropy loss.
On this bank, our EK-FAC (ten models) attains a five-seed Spearman LDS of 0.464, close to the
0.468± 0.015 reported for this setup.

Following the Bergson implementation, the WikiText-2 experiment shares each retraining seed across
all subsets, whereas CIFAR-10 and QNLI use independent seeds for each subset–replica pair. The
pretrained GPT-2 checkpoint is fixed, while the seed controls data ordering and dropout. For a given
query, the effect of a seed can include both an offset shared across subsets and a component that
varies with the subset. The shared offset cancels in correlations across subsets. We therefore centre
each seed’s readouts across subsets before estimating the seed-noise variance. Shared seeds can still
induce dependence across subsets, whereas the bounds in Section A assume i.i.d. subset observations.

D.2 Attribution configurations

TRAK. We use TRAK [Park et al., 2023] with models trained on independently sampled halves of
the training data. We featurize all model parameters, with projection dimensions 20,480 for CIFAR-
10, 4,096 for QNLI, and 2,048 for MNIST and WikiText-2. The model output used for featurization
is the correct-class log-odds margin for classification and the sum of per-token log-odds for WikiText-
2. For TRAK-k, each attribution member combines k models by separately averaging the kernel
scores and output-to-loss weights before taking their product. We then average the scores of E such
members, so the total number of models is kE. The ensemble experiments use k ∈ {1, 10, 20} on
CIFAR-10 and k ∈ {1, 5} on QNLI and WikiText-2.

EK-FAC. We compute influence function attributions using EK-FAC [Grosse et al., 2023], im-
plemented with the kronfluence package6, at the final checkpoints of models trained on the full
training set. In the case of TDA ensembles, each attribution member corresponds to one model, and
we average their attribution scores. We use damping 10−8 and estimate the Fisher factors using
labels sampled from each model’s predictive distribution, with an independent factor seed for each
member. The attribution banks contain 30 members on CIFAR-10 and MNIST, 20 on QNLI, and 10
on WikiText-2. The computation includes the supported convolutional and linear layers; for GPT-2,
these are the 48 transformer linear layers, excluding embeddings and LayerNorms.

SOURCE. We use SOURCE [Bae et al., 2024] with L = 3 segments and two checkpoints per
segment on CIFAR-10 and MNIST. For CIFAR-10, the six checkpoints are saved every four epochs
of a 24-epoch full-data training run. For MNIST, we use checkpoints at epochs 3, 6, 10, 13, 16, 20.
We compute one attribution estimate per training trajectory and average over up to 30 trajectories.
Thus, L counts the segments within one member, and E counts the trajectories being averaged.

6https://github.com/pomonam/kronfluence
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TracIn. We use TracInCP [Pruthi et al., 2020], combining checkpoint contributions within each
full-data training trajectory and then averaging the resulting attribution scores over trajectories. The
QNLI attribution bank contains 20 trajectories with checkpoints at epochs 4, 8, 12, 16, 20. We project
gradients over all parameters to dimension 1,024 and weight checkpoint contributions according to
the learning-rate schedule over the corresponding intervals. On WikiText-2, we use the same ten
training runs and 48 transformer linear layers as EK-FAC, with six half-epoch checkpoints per run
and a fresh 16,384-dimensional projection at each checkpoint.

D.3 Evaluation methodology

This section describes the estimators and reference scores for noise-corrected LDS, finite-seed LDS,
and ordinary Spearman LDS on a fixed bank. For the noise-correction and finite-seed reconstruction
benchmarks, we partition the retraining seeds into disjoint reference and estimation sets. Reference
scores use all training subsets and only the reference seeds; the evaluated estimators use only the
estimation seeds. The subset bank, queries, and attribution ensemble are shared.

Noise-corrected LDS estimation. Figure 2(a, d, g) compares naive and corrected Pearson LDS as
the number of retraining seeds varies, using a single attribution member (E = 1) and all subsets. We
average over 50 random seed splits, with 20 reference and 20 estimation seeds on CIFAR-10, and
2 reference and 8 estimation seeds on QNLI and WikiText-2. From the estimation set, we sample
R ∈ {1, 2, 3, 5, 10, 20} seeds on CIFAR-10 and R ∈ {1, 2, 3, 5, 8} on QNLI and WikiText-2, without
replacement. The noise correction uses these selected seeds for R ≥ 2. For each split, we compute
the attenuation curve from (7), using the corrected Pearson correlation and noise-to-signal ratio
estimated from the reference seeds for each query. Both the estimates and the curves are averaged
over queries and seed splits.

In Figs. 1a, 6 and 7, we evaluate the error in estimating the noise-corrected Spearman LDS. We
compare ordinary sample Spearman with the combined correction (19). The reference applies the
combined estimator to all subsets and the reference seeds, using the same fixed attribution ensemble
as the evaluated estimates. This ensemble consists of all 30 CIFAR-10 EK-FAC members in Fig. 1a,
and the first 10 members of each method in Figs. 6 and 7.

For each of 200 repetitions, we split the seeds into equal reference and estimation sets: 20/20 on
CIFAR-10 and 5/5 on QNLI and WikiText-2. At each budget N = mR, we sample m of the
bank’s subsets and R seeds from the estimation set, uniformly without replacement. The base grid is
m ∈ {5, 8, 12, 25, 50, 100, 200, 300}, capped at the bank size, with additional points at m = 2 for
naive estimates and m = 3 for corrected estimates, retaining budgets mR ≥ 9. Naive estimates use
R = 5, 10, 20 on CIFAR-10 and R = 5 on QNLI and WikiText-2; corrected estimates use R = 2, 5
throughout. In the appendix experiments, all attribution methods within a dataset use the same splits
and draws. Figure 6 reports RMSE against each repetition’s reference, and Fig. 7 shows the first
repetition with its corresponding reference.

Writing ρ̂sref for a split’s reference score, λ̂ for the median per-query noise-to-signal ratio estimated
from its reference seeds, and h(r) = (6/π) arcsin(r/2), the predicted finite-seed plateau is

h

 h−1(ρ̂sref)√
1 + λ̂/R

 .

The predicted RMSE floor is the absolute difference between this plateau and the reference score.
We average these floors over seed splits for the RMSE plots; the single-draw plot uses its own split’s
reference and plateaus. Variability in the reference estimates contributes to the reported RMSE.

Finite-seed LDS reconstruction. In Fig. 2(b, e, h), the target is the standard five-seed Spearman
LDS, which we estimate using either naive five-seed averaging or reconstruction from k = 2 seeds.
These experiments use a single attribution member (E = 1). The reconstructed estimate applies (9)
to each query, converts the result to Spearman using (11), and averages over queries.

We use 30 random seed splits into equal reference and estimation sets (20/20 on CIFAR-10 and
5/5 on QNLI and WikiText-2), cycling through these splits over 300 repetitions. For each split, the
reference is evaluated on all subsets: on CIFAR-10, it averages Spearman LDS over 40 random
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groups of five reference seeds; on QNLI and WikiText-2, it uses the single group of five reference
seeds. Each repetition samples subsets and estimation seeds without replacement and is scored
against its split’s reference. The subset counts are m ∈ {5, 10, 20, 40, 60, 100} for CIFAR-10 and
QNLI, and m ∈ {5, 10, 20, 30, 50} for WikiText-2. The budgets are N = 5m for naive averaging
and N = 2m for reconstruction. We compute the reported budget ratios from log–log fits at RMSE
0.01, except for QNLI/TracIn, where we use 0.0134, the lowest RMSE reached by both curves.

Ensemble forecasting. In Fig. 1b and Fig. 2(c, f, i), we compare forecasts based on a small
attribution ensemble with measured noise-corrected LDS as the ensemble size increases. We use
all subsets and retraining seeds in each retraining bank. The forecast uses the first K attribution
members. We map their combined Spearman estimate (19) to the Pearson scale using h−1, apply
(10), and convert the forecast back using h. We estimate the attribution noise-to-signal ratio from
differences between members as described in Section C.2, and take the median of the finite per-query
estimates of c.

We consider K ∈ {2, 3, 4, 5, 8, 15} and select the smallest available value for which at most 15%
of queries have a nonpositive estimated attribution-signal variance. This gives K = 2 except for
CIFAR-10/TRAK-1, where the criterion selects K = 15. For this method, we show the forecast from
K = 5 to illustrate the error when the initial ensemble is too small. The measured Spearman scores
use (19). In both figures, the measured curve uses the first E members of the same sequence as the
forecast, following one attribution ensemble as it grows.

Finite-subset debiasing. In Fig. 1c, we fix the predictions from 100 TRAK-1 members and
average the readouts over all 40 retraining seeds. We then sample subsets from the 300-subset
CIFAR-10 bank and compare ordinary Spearman with the finite-bank correction (18). The reference
is ordinary Spearman computed on all 300 subsets, averaged over the 2,000 queries. We use
m ∈ {4, 5, 6, 8, 12, 16, 24, 32, 48, 64, 96, 128}, with 2,500 uniform draws without replacement at
each subset count. Both estimators use the same draws. Relative RMSE is obtained by dividing
RMSE by the absolute reference LDS.

Figure 4 decomposes the same squared error into squared bias and variance. In Fig. 8, we use the
same subset draws and vary the number of queries, taking Q = 1, 100, 1000 from nested prefixes of
one random permutation of the queries. Each reference score is computed over the corresponding
query set.

Figure 9 extends the comparison to TRAK-1 with E = 100, EK-FAC with E = 30, and SOURCE
with L = 3 and E = 30, on CIFAR-10 and MNIST. The MNIST bank contains 300 subsets, 40
retraining seeds per subset, and 2,000 queries. It uses a training pool of 6,144 examples, half-sized
retraining subsets, and an MLP with three hidden layers of widths 512, 256, 128. The models are
trained for 20 epochs using SGD with momentum 0.9, learning rate 0.03, batch size 64, and weight
decay 0.001. For both datasets, we fix the first five retraining seeds and use 600 subset draws at each
value of m in the same grid as Fig. 1c. We compare ordinary Spearman with (18), using ordinary
Spearman on all 300 subsets with these fixed five seeds as the reference.

E Analysis of the Pearson-Spearman conversion

We assess the accuracy of the Pearson–Spearman conversion (11) in a separate reconstruction
diagnostic on CIFAR-10 and QNLI, with E = 1. Five of the six estimated reconstruction biases are
smaller in magnitude than one single-estimate standard error.
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Figure 5: The arcsin bridge in detail. Top: CIFAR-10 / ResNet-9; bottom: QNLI / BERT; single attribution
members (E = 1). (a, d) Bias of the reconstructed estimate (filled squares, 95% CI), its conversion component
(open squares), and the corresponding finite-mask Gaussian baseline (crosses); grey: ±1 SE of a single estimate.
(b, e) Q–Q deviation of D2 for EK-FAC, with the readout averaged over R retrains per mask; 0 denotes the
Gaussian reference. (c, f) Excess kurtosis of the readout relative to its finite-mask Gaussian expectation, against
R. Grey in (b, c, e, f): 90% Gaussian reference range.

Reconstruction and conversion error (a, d). We estimate reconstruction bias as the difference
between the two-seed reconstruction and the naive five-seed Spearman score, evaluated on the full
subset bank. To isolate conversion error, we compare the transformed five-seed sample Pearson
correlation with sample Spearman, averaging over queries. These statistics differ even under bivariate
normality at finite M . The largest observed magnitude of the additional discrepancy relative to this
Gaussian baseline is 0.0012. QNLI EK-FAC is the exception, with reconstruction bias +0.0026 (1.3
standard errors); most of its conversion discrepancy is also present in the Gaussian baseline.

Distributional diagnostics (b, c, e, f). On CIFAR-10, the heavier upper tail in the Q–Q diagnostic
and the excess readout kurtosis diminish as retraining seeds are averaged. QNLI retains Q–Q
departures, while its readout kurtosis remains within the Gaussian reference range. The distance
diagnostic assesses only the radial distribution; neither diagnostic establishes full bivariate normality
or Gaussianity of the noise-free pair.

Diagnostic protocol. We average the reconstruction over 200 random two-seed draws and the
naive score over 40 random five-seed subsets. Both sample from the full seed pool without reserving
reference seeds. The TRAK diagnostic uses TRAK-1. The bias estimate is conditional on the
subset bank; its 95% confidence interval uses a 20-block delete-a-block jackknife over subsets. The
single-estimate standard error is measured by the run-to-run spread over two-seed draws. For the Q–Q
diagnostic, D2 is the squared Mahalanobis distance of each attribution/readout pair from its query’s
sample mean, using sample covariance normalized by M − 1. Under independent bivariate-normal
sampling,

MD2

(M − 1)2
∼ Beta

(
1,

M − 3

2

)
.

We plot empirical minus Gaussian quantiles of D2, pooled over queries, for R = 1, 5, and all
available seeds. The 90% Q–Q reference range uses 40 random orthogonal rotations of the five-seed
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pairs within the centred subset subspace, preserving each query’s mean and covariance. Readout
excess kurtosis is averaged over queries and centred by its finite-M Gaussian expectation.

F Additional Results for Noise Correction

Figures 6 and 7 show the effect of combining training-noise and finite-subset corrections on CIFAR-
10, QNLI and WikiText-2 with E = 10 attribution members. Here, we compare estimates against a
noise-corrected Spearman reference computed from held-out retraining seeds, whereas Fig. 2(b, e, h)
targets the biased five-seed score. Correction with R = 2 or R = 5 reduces RMSE as the retraining
budget grows. The naive attenuation floors are largest on CIFAR-10; on QNLI and WikiText-2, the
smaller floors make sampling variability more prominent. The reference and sampling procedure are
described in Section D.
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Figure 6: RMSE of corrected Spearman LDS. Error to references computed from held-out retraining seeds over
200 draws, with E = 10. Columns: CIFAR-10, QNLI, WikiText-2. Rows: EK-FAC, TRAK, SOURCE/TracIn.
Dashed: naive Spearman; solid: combined training-noise and finite-subset correction; dotted: predicted naive
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Figure 7: Spearman LDS estimates from a single draw. The first of the 200 draws in Fig. 6, with the same
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F.1 Additional Results for Finite-Sample Debiasing

This section contains additional figures showing the bias and variance in estimating the LDS, and the
effect of the unbiased U-statistic estimator.
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Figure 8: Comparing the bias (squared) and variance of estimating ρs using the finite-sample
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finite-bank correction (18). All experiments use R = 5 retraining seeds.
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